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“A Proposed Plan to Use a Genetic Algorithm to Perform Cluster Analysis on a Cohort of Students Taking Statistics for Everyday Life to Find Traits Leading to Success and/or Failure”
Introduction and Rationale


Here, one will be
 exploring the use of genetic algorithms to perform a cluster analysis of data.  Specifically, a possible scenario will be set up 
where the entire population of students taking the Statistics for Everyday Life (henceforth called SEL) course is divvyed up into discrete groups by said algorithm in an attempt to improve retention and achievement.  (However, no actual data analysis will be carried out, as that will require time, permission from authorities and computer programming expertise beyond the scope of this paper.)  
Some techniques of multivariate statistics as they apply to this algorithm, along with some mention of useful software utilizing said algorithm, will be presented as well.  

Backgrounder – Cluster Analysis:  

What is cluster analysis?  Cluster analysis is a system of “algorithms and methods for grouping objects of similar kind into respective categories.”  (StatSoft)  “Unlike classification, cluster analysis is a more primitive technique in that no” overt “assumptions are made concerning the number of groups

 or the group structure.  Grouping is done on the basis of similarities or distances (dissimilarities).”  (Johnson and Wichern 668)   There are two traditional methods currently in use:  Hierarchical and k-means.  
Hierarchical clustering involves a series of successive mergers of groups of data or successive divisions of same.  (Johnson and Wichern 679)  The former occurs with agglomerative hierarchical methods; the latter occurs with divisive hierarchical methods.  

(Johnson and Wichern 679-680
)  Agglomerative hierarchical methods are more common of the two.  (Lin 25)  These usually involve one of two methods:
i. measures of distance – single (nearest neighbor), complete (farthest neighbor) and average (average distance) linkage.  (Johnson and Wichern 680), or
ii. Ward’s method of “minimizing loss of information from joining two groups,” based on reducing error sum of squares ESS.  (Johnson and Wichern 690-1 and Ward)
Divisive hierarchical methods, in contrast, are “essentially of two types”:

i. monothethic – “dividing data on basis of possession or otherwise of a single specified attribute, and”

ii. “polythetic, where divisions are based on the values taken by all attributes.”  (Everitt 1993, 82)
In contrast, k-means clustering is seen as an alternative to the traditional hierarchical clustering when a certain number k of clusters is either desired or needs to be determined.  All of the various items are divided into k groups; then each item is compared (by “distance”) with the mean value of each group and either kept in the same group or reassigned to another group.  (Johnson and Wichern 694)


With cluster analysis, there are certain pitfalls.  For instance, everyone’s idea of a cluster is different:  Consider the following list of definitions mentioned in Everitt (1980, 59):

i. “a group of contiguous elements of a statistical population” (Marriot 36)

ii. “a subset of entities which may usefully be treated as equivalent in some discussion” (Wallace and Boulton)

iii. “an aggregate of points in the test space such that the distance between any two points in the cluster is less than the distance between any point in the cluster and any point not in it.” (Gengerelli)

Furthermore, “deciding the number of clusters present” is difficult.  Several authors state that the within-cluster distance has a negative relation to the number of groups.  (Everitt 1980, 64) Also, there are an immense number of ways to cluster data:  “Liu (1968) gives the number of distinct partitions of N objects into k non-empty clusters as
[image: image1.wmf]å

=

-

÷

÷

ø

ö

ç

ç

è

æ

-

=

k

i

n

i

i

k

i

k

k

k

N

P

0

)

(

)

1

(

!

1

)

,

(

,” … which with N = 19 and k = 8 leads to 
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possible partitions.  (Everitt 1980, 70)1  Further pitfalls of hierarchical clustering techniques consist of the fact that “…they contain no provision

for reallocation of entities who may have been poorly classified at an early stage in the analysis.”  (Everitt 1980, 68)  “Most hierarchical clustering algorithms, (among them, Ward’s)” do not have the qualities of “internal cohesion and external isolation.”  (Cowgill 101)  Their function is:
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, where “dk(ij) represents the revised distance value between cluster k and the newly formed group (ij) which was formed by merging clusters i and j. (Cowgill 101)  [Specifically, for Ward’s algorithm, 
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, “where n refers to the number of objects in a cluster.”]  (Cowgill 101)


In contrast, Everitt cites “a method suggested by Caliński & Harabasz” employing a ratio C given by 
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, where trace(B) and trace(W) are the minimum WGSS (within-cluster sum of squared distances) and “the total between-cluster sum of squared distances,” respectively.  If C has a maximum at k, then it suggests that k clusters are present.  If C increases monotonically, then there is no possible clustering; whereas if C decreases monotonically, then there is a hierarchical structure.   (Everitt 1980, 65 and Casillas et al. 45)  This ratio C is also called the variance ratio criterion (VRC).  (Cowgill 100)  


With the k-means clustering method, drawbacks include “sensitivity to the initialization process, which can lead to local optima, sensitivity to the presence of noise, discovery of clusters with similar sizes and densities, and discovery of hyperspherical clusters.”  (Sarafis1238-9)  Johnson and Wichern also state that in using k-means clustering, “There are strong arguments for not fixing the numbers of clusters, K, in advance, including the following:”
i. “If 2 or more seed points inadvertently lie within a single cluster, their resulting clusters will be poorly differentiated.”

ii. “The existence of an outlier might produce at least one group with very disperse items.”
iii. “Even if the population is known to consist of K groups, the sampling method may be such that data from the rarest group do not appear in the sample.  Forcing the data into K groups would lead to nonsensical clusters.”  (698)


Backgrounder – Genetic algorithms:


What are genetic algorithms (GAs)?  From Wikipedia, a technique “used to find approximate solutions to difficult-to-solve problems through application of the principles of evolutionary biology to computer science.”  These algorithms were developed by John Holland in the 1970’s at the University of Michigan.  (Bonzo and Hermosilla 348)  They are used in lieu of traditional optimization problem techniques (cluster analysis being a special case) because, according to Goldberg (7):

(1) “GAs work with a coding of the parameter set, not the parameters themselves.”

(2) “GAs search from a population of points, not a single point.”

(3) “GAs use payoff (objective function) information, not derivatives or other auxiliary knowledge.”

(4) “GAs use probabilistic transition rules, not deterministic rules.”

Note that “GAs require the natural parameter set of the optimization problem to be coded as a finite-length string over some finite alphabet.” (Goldberg 7)  Furthermore, “many search techniques require auxiliary information… GAs have no need for all this auxiliary information:  GAs are blind.”  (Goldberg 9)

In genetic algorithms, each data item (a result and parameter values) “can be coded to mimic a chromosome in genetics….” (Bonzo and Hermosilla 348)  These chromosomes – bitstrings of length m – represent potential solutions “to a given problem at hand.”  (349)  

“A simple genetic algorithm that yields good results in many practical problems is composed of three operators:  (1) Reproduction, (2) Crossover, and (3) Mutation.” (Goldberg 10)  Repetition of these operations on the set of chromosomes / data over and over can “mimic the evolutionary survival of the fittest” by having the “relatively good solutions… reproduce more individuals for the next generation…” and letting “the ‘relatively bad’ ones die off.”  (Bonzo and Hermosilla 349)  [Here, goodness is taken to mean a high fitness rating.]  By this process, each succeeding generation on average will be better than the last.  (Bonzo and Hermosilla 349) “Once the population has converged,” generations start to look alike from “cloning or inbreeding of the same kinds.”  (Bonzo and Hermosilla 349)  Thus, “the algorithm has converged to a set of solutions to the problem at hand.”  (Bonzo and Hermosilla 349)
Below is one of many flowcharts that show the genetic algorithm process:

1. Initialize a population of chromosomes

2. Evaluate each chromosome in the population.

3. Create new chromosomes by mating current chromosomes; apply mutation and recombination as the parent chromosomes mate.

4. Delete members of the population to make room for the new chromosomes.

5. Evaluate the new chromosomes and insert them into the population.

6. If time is up, stop and return the best chromosome; if not, go to 3.

(Davis 5)

NOTE:  For the problem at hand, the chromosomes with low payoff value will be deleted at step 4.  Also, at step 6, as an alternative to running out of time, one can stop the algorithm when all the chromosomes have the same structure and high payoff value.  




Goldberg (15-18) mentions a simple example in action concerning the maximizing of the function f(x) = x2.  He selects a population of five-bit (from 00000 to 11111, meaning x values from 0 to 31) chromosomes of size n = 4, and evaluates the value of each chromosome.  Next, based on the values obtained in the evaluation of each chromosome, he calculates both a probability of selection (pselecti) and an expected count (of times a chromosome is to be counted).  Then, he chooses which chromosomes are going to be “bred” – and how many times the chosen chromosomes are going to be “bred” – by a roulette-wheel weighted by pselecti.  Here pselecti is determined by dividing the value of the function by the sum of all the values from every chromosome.  This is noted as
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.  Note that the probability that a chromosome is chosen will be its value divided by the sum of all values.  Also, the expected number of times a chromosome is counted is its value divided by the average of all the values.  From there the better-performing chromosomes were chosen more often for “breeding” into new chromosomes. Below is a table showing what has happened:
	String i
	(Randomly generated)
Initial Population
	x value
	f(x) = x2
	pselecti =
fi / f
	expected count
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	actual count (from weighted roulette wheel)

	1
	01101
	13
	169
	0.144444444
	0.577777778
	1

	2
	11000
	24
	576
	0.492307692
	1.969230769
	2

	3
	01000
	8
	64
	0.054700855
	0.218803419
	0

	4
	10011
	19
	361
	0.308547009
	1.234188034
	1

	Sum
	
	
	1170
	1.000000000
	4.000000000
	4

	Average
	
	
	292.5
	0.250000000
	1.000000000
	1

	Maximum
	
	
	576
	0.492307692
	1.969230769
	2


(Goldberg 16)
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(This is the weighted roulette wheel mentioned previously.  (Goldberg 11))

Now, after the decisions have been made, the chromosomes will be “bred” at random and the new chromosomes will be evaluated. 

	Chromosome
	Mating pool after reproduction (cross site in bold
	Mate *
	Crossover site *
	New population
	x value
	f(x)

	1
	01101
	2
	4
	01100
	12
	144

	2
	11000
	1
	4
	11001
	25
	625

	3
	11000
	4
	2
	11011
	27
	729

	4
	10011
	3
	2
	10000
	16
	256

	
	
	
	
	
	Sum
	1754

	
	
	
	
	
	Average
	438.5

	
	
	
	
	
	Maximum
	729


(Goldberg 17)
*Mates and crossover sites are randomly selected.
Already, Goldberg notes that “the population average fitness has improved from” 292.5 to 438.5 in one generation.  Also, “the maximum fitness has increased from 576 to 729 during the same period.”  (16-7)  Even though he cautions the user to not draw “concrete conclusions from a single trial,” Goldberg states that the “improvement is no fluke.”  (16-7)  Of course, with repetition of the crossover and reproduction steps, interspersed with mutation, eventually one will get the bitstring 11111 leading to x = 31 and f(x) = 961.


How does the GA apply to cluster analysis?  According to Bonzo and Hermosilla, the (Mahalanobis) distance between any two (multivariate normally distributed) data points has a limiting 2 distribution with p degrees of freedom, where p is the number of independent variables.

  (343)  They also state that GAs “can be viewed as special types of evolutionary algorithms (EAs).”  (345)  Now suppose that the components of each data point were converted into binary (0 or 1):  There are 2nc possible solutions where c is the number of clusters.  “Searching in this set by an exact algorithm, say brute force enumeration, is obviously computationally complex and NP-hard

2 to terminate beyond the lifetime of the decisionmaker.”  (341, 348)  One way to use GA for cluster analysis is to set the VRC (mentioned earlier) as “the objective function due to its high intuitive appeal as to what constitutes ‘true’ cluster structure.”  (Cowgill 101)
A possible coding for the problem at hand:


Earlier, a possible scenario was mentioned 

where the entire population of students in SEL is divvyed up into discrete groups by genetic algorithm in an attempt to improve retention and achievement.  We have a function y = f(x), where x represents the entire achievements of a student to date.  The response variable y will be the final exam overall score – all may be converted to a percentage to “equalize” differences between fall and spring.  The independent variables x for the most part will be standardized exam scores, grades, or credit hours taken.  (Some anecdotal observations have noted that these variables – grouped by language ability, mathematical ability and educational experience – play an important role in success not only in SEL but in many other courses.)  

	Component of x
	What it represents

	xe1a
	English entrance exam score (if any)

	xe1b
	English SAT score

	xe1c
	English ACT score

	xe2
	(# of) English courses taken

	xe3
	overall English grade at UA

	xm1a
	math entrance exam (Compass) score

	xm1b
	math SAT score

	xm1c
	math ACT score

	xm2
	math courses taken (# of)

	xm3
	overall math grade at UA

	Xg
	overall gpa as of when final taken

	Xch
	credit hours at time of final


There are two questions that can be answered by genetic algorithm concerning SEL:


1.  What previous scores / experiences lead to the best success in SEL?

In this case example, these components will be converted to a (very) long bit string for each student – thus, each student’s scores and/or results will be a chromosome for analysis by genetic 
algorithm.  The payoff value for the algorithm then will be the final exam score (which is a function of all the above parameters).  In the Goldberg example, the probability that a chromosome is chosen will be its value divided by the sum of all values.  Also, the expected number of times a chromosome is counted is its value divided by the average of all the values.  From there the better-performing chromosomes were chosen more often for “breeding and mutating” into new chromosomes.  Similarly, in the SEL example, the better students’ data / chromosomes will be chosen for “breeding and mutating” into new chromosomes that will be evaluated for (hopefully) higher payoff values / grades.  After all the data has been analyzed, one would then analyze the attributes / parameters / genes of those who have the high payoff values in contrast to those who did not.  (NOTE:  In the real world, there are no clear-cut functions of variables – for the SEL example, one will have to determine a function of (course) success based on the aforementioned variables upon setup of the genetic algorithm.)
2.  How many distinct groups can be made from the entire cohort of SEL students? 

An alternate use for GAs is to determine the number of possible groups for clustering of data.  In 2003, Casillas et al. published a paper in which their goal was to determine k, the number of groups that can be logically arranged of news articles into clusters.  [They “used a collection of 14,000 news items from a Spanish newspaper.” (47)]  Specifically, their goal was to determine “a ‘good’ value for k in less time than the Caliński & Harabasz stopping rule.” (47)  With each article in the entire population being a node and each connection to another article being an edge, chromosomes based on a MST (minimum spanning tree) could be formed with the genes being 0 or 1, with 1 meaning that there was no connection on the basis of shared traits (writing style, grammar, etc.).  (46)  (Here the number of relevant clusters k was the payoff value.)  In a similar manner, the SEL students would be nodes and their edges would be shared traits of test scores, GPA and other academic parameters. (Ideally, after the number of groups has been determined, one can pick out the group with the most success with the answer to the first question… and note what traits are evident of the groups with less success.)
Concern that will need to be resolved at a later date:

Is the sample size consisting of the entire contingent of SEL students large enough to use a genetic algorithm?  Several researchers have already tried to answer that question concerning cluster analysis and genetic algorithms…


In 1999, Harik et al. addressed the issue, noting that 
“population size is strongly related to the convergence quality of GAs and the duration of their run.  Large populations usually represent result in better solutions, but also in increasing computational costs.  The challenge is to find adequate population sizes, so that the GA can be designed to reach the desired solution as fast as possible.”  (232)  
They also state that this question “has largely been ignored” until recently.  (232)
In 2001, Townsey et al. published a paper in which musical melodies were sorted out by cluster analysis via genetic algorithm.  Here the goal was to obtain a tune or tunes that were pleasing to either a set of pre-determined rules or a group of humans.  (In this case, the fitness function / payoff value would be how pleasing the melody is, by three critics:  “the human critic, the rule-based critic, and the learning based critic.”  (55))  They used N = 36 melodies from various genres and obtained nine spherical clusters by principal components analysis, each cluster containing a special characteristic.  However, they warn:

It is not possible to draw strong conclusions from the cluster analysis of our library of melodies because 36 melodies is too few in number.  It remains our hope, that given sufficient melodies, we should be able to observe clusters in feature space.  Candidate melodies falling in sparsely populated parts of feature space would then be given a low fitness rating.”  (63-64)


In contrast, in 1995, Jones et al. performed a series of experiments involving clustering “three standard document test collections….” by genetic algorithm and studied the parameters of “population size of the GA; the use of either one-point or two point crossover; the mutation rate; and the fraction of the documents in a cluster that must contain a term for it to be included in the” cluster.  (Jones et al.)  It was found that changes in these parameters, among them the population size, produced very little change in performance.  (Jones et al.)  They did warn, though, that “it was not possible to test smaller” sized “clusters for these collections owing to the computational demands for the GA when large numbers of clusters need to be processed.”  (Jones et al.)
Conclusions:


Genetic algorithms, when used for either maximizing a value or obtaining an optimum number of clusters, are a very powerful problem-solving method.  In the context of finding optimal criteria leading to success in SEL or finding clusters of students in SEL with distinct traits based on success (or lack of), it can be very powerful.  However, the techniques are not easily understood without a little knowledge of optimization and/or programming.  From an educational standpoint, said techniques are still a novelty to those who will be making the decisions.
Appendix:  Software available for Genetic Algorithms:

(1) 
Dan Loughlin has Genetic Java!!!! A Sample Genetic Algorithm Applet: Stable Version 0.2 (free – online at http://www4.ncsu.edu/~dhloughl/stable.htm)

(2) Matthew Wall has a C++ Library of Genetic Algorithm Components (open source) available at http://lancet.mit.edu/ga.

(3) David E. Goldberg (mentioned beforehand) has some source code in C, C++, Java, Lisp and Pascal available at the Illinois Genetic Algorithms Laboratory at the University of Illinois Champaign-Urbana http://www-illigal.ge.uiuc.edu/sourcecd.html
(4) Angel Martin, Chemical Engineer from the University of Valladolid (Spain), has developed GOAL (freeware) – “an optimization tool based on a genetic algorithm which can solve varied optimization problems” http://www.geocities.com/geneticoptimization/
(5) NeuroDimensions has software (Genetic Server and Genetic Library) available for designing and compiling GAs ($495 each at http://www.nd.com/genetic/)
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�deleted first person


�deleted first person


�This revised introductory paragraph will make more sense with me not doing data analyses. (13 Aug 05 update – revised last sentence to make mention of software appendix per Steiner)


�PAGE \# "'Page: '#'�'"  ��K-means clustering algorithm does require the number of groups to be specified.


�Not necessarily – see comment further on in page 3.


�Some mention of simple, complete and average linkages here would be wise – now mentioned 9 August 2005.


�This was the issue about k means that I was referring to earlier.


�This will be where I put my SIMPLE example for a genetic algorithm.


�PAGE \# "'Page: '#'�'"  ��Are you sure about this? The Mahalanobis distances, which are standardized squared distances, are chi-square distributed, if the variables are multivariate normally distributed. Check the reference again.


�Oops.  (


�PAGE \# "'Page: '#'�'"  ��What does this mean? Explain.


�See below explanatory footnote – although I’d like to reword it so that it would be blatantly obvious that searching in this set … would be a Herculean task.  (It’s bad enough that I’m trying to link cluster analysis with GAs, but since when did we have to involve Turing machines???)


�PAGE \# "'Page: '#'�'"  ��Scientific writing generally is not done in the first person.


�Sorry about the first person issues… all have been cleared.


�Dr. Steiner, what I’ve noted is that there were TWO possible questions that could be answered by genetic algorithm with this data set… one concerning clustering, specifically the number of clusters; the other being the values of the parameters leading to the highest payoff / grade in SEL!  This I hope might answer the burning issue you’ve mentioned below.


�PAGE \# "'Page: '#'�'"  ��Perhaps here describe in more detail the “mating” process that would be involved in the SEL application and the nature of the final clusters you would expect.


�PAGE \# "'Page: '#'�'"  ��Flesh out this section. The heading could be “Sample Size Considerations”. Then start with a sentence that a concern in the application of the GA to the SEL problem is obtaining a sufficient sample size. Then review the literature you found on sample size requirements for GA.


�Fleshed out 11 Aug 2005.


�(RPS) It would be useful to add a section about software that is available for the GA. (RLee 11 Aug 05)  I will do – probably will need to add more as I go.
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